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What do MM algorithms have to do with genetics?

Let’s check the index!

Every EM algorithm is an MM
algorithm, so MM algorithms are
evidently common.
But what is an MM algorithm?
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What is an MM algorithm?

Goal: Solve difficult minimization problem, like minimizing the
function shown here in black.

Choose a starting point x0

Construct a majorizing function of f (x)
at x0.
Minimize the majorizer (at x1).
Repeat.

So “MM” stands for “Majorize-Minimize”.
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What is an MM algorithm?
Why is any EM algorithm an MM algorithm?

Alternatively, solve a difficult maximization problem

...by flipping everything in the previous slide upside-down.

Choose a starting point x0

Construct a minorizing function of f (x)
at x0.
Maximize the minorizer (at x1).
Repeat.

So “MM” stands for “Minorize-Maximize”.
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What is an MM algorithm?
Why is any EM algorithm an MM algorithm?

A crash course in EMology

Suppose that:
We envision data X with density f (x ; θ)

BUT we only get to see some part of X .
[Mathematically, Xobs = t(X ).]
We want to find the maximum likelihood estimator of θ
based on Xobs. So we need to maximize the observed data
likelihood

Lobs(θ) =

∫
f
([

xmissing, Xobs
]
; θ
)

dxmissing.

Yuck!
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What is an MM algorithm?
Why is any EM algorithm an MM algorithm?

A crash course in EMology

An EM algorithm affords the luxury of (sort of) maximizing the
(we hope) much more manageable complete data likelihood
Lcomp(θ) = f (X ; θ).

The EM recipe: For given fixed θ0,
Expectation-step: Construct the function

Q(θ|θ0) = E [log f (X ; θ)|Xobs, θ0] ,

though I prefer Qθ0(θ) = E θ0 log f (X ; θ).

Maximization-step: Maximize Qθ0(θ).
Now replace θ0 by the maximizer and repeat.
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What is an MM algorithm?
Why is any EM algorithm an MM algorithm?

Jensen’s inequality

The reason that all EM algorithms are MM algorithms boils
down to a special case of Jensen’s inequality: For any W ,

E log(W ) ≤ log(E W ).

Proof by geometry:

For all t , log(t) ≤ h(t).
Thus, E log(W ) ≤ E h(W ).
Also,
E h(W ) = h(E W ) = log(E W ).

QED.

log(t)
h(t)

E W

h(E W) = log(E W)
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Why EM is MM

Start with the E-step Qθ0 function.

Qθ0(θ) = E θ0 log f (X ; θ)

−E θ0 log f (X ; θ0) + log Lobs(θ0)

= E θ0 log
[

f (X ; θ)Lobs(θ0)

f (X ; θ0)Lobs(θ)

]
+ log Lobs(θ)

≤ log Eθ0

[
f (X ; θ)Lobs(θ0)

f (X ; θ0)Lobs(θ)

]
+ log Lobs(θ)

= log 1 + log Lobs(θ)

Add irrelevant
constant.
Simplify.
Use Jensen’s
inequality.
Here we gloss
over some
details, but. . .

. . . we see the E-step is actually a minorization (M) step!
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A bit of history

The hunt for MM algorithms

To the index once again!

Nothing about MM algorithms,
but we do find this:
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A bit of history

MM is merely a new name for an old technique

The idea for these algorithms dates back at least as far as
Ortega and Rheinboldt (1970).

Statisticians have been applying it to various problems for
about 30 years.

Multidimensional scaling (de Leeuw and Heiser; Groenen)
Robust regression (Schlossmacher; Huber)
Least squares estimation (Bijleveld and de Leeuw; Kiers
and Ten Berge)
Quadratic lower bound principle (Böhning and Lindsay)
Medical imaging (Lange and Fessler; De Pierro)
. . .

There are also some surveys of the general method.
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A bit of history

Why I like “MM”

Ken and I used “optimization transfer” for a while but ultimately
settled on “MM”.

The name MM
Avoids conflict with different mathematical topic called
“majorization”.
Works for both minimization and maximization.
Reinforces important connection with and rides the
coattails of the widely known EM algorithms.
Represents 2000 in Roman numerals (same year as
publication).
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An example from the “bag of tricks”: Definition of convexity
Application to transmission tomography

Section Three
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An example from the “bag of tricks”: Definition of convexity
Application to transmission tomography

Creating a majorizing function

There are many tricks; here is one.

By definition, if f (x) is convex, then

f

( p∑
i=1

αixi

)
≤

p∑
i=1

αi f (xi)

for any nonnegative αi with
∑

i αi = 1.
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An example from the “bag of tricks”: Definition of convexity
Application to transmission tomography

Majorization by definition of convexity

Suppose that c, φ, θ are p-vectors with positive components.

Let

αi =
ciφi

ctφ
and xi =

ctφ

φi
θi and recall f

( p∑
i=1

αixi

)
≤

p∑
i=1

αi f (xi).

Then

f (ctθ) ≤
p∑

i=1

ciφi

ctφ
f
(

ctφ

φi
θi

)
,

with equality when θ = φ.
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Majorization by definition of convexity

Suppose that c, φ, θ are p-vectors with positive components.

Let

αi =
ciφi

ctφ
and xi =

ctφ

φi
θi and recall f

( p∑
i=1

αixi

)
≤

p∑
i=1

αi f (xi).

Then

f (ctθ) ≤
p∑

i=1

ciφi

ctφ
f
(

ctφ

φi
θi

)
,

with equality when θ = φ.

UCLA 2007 MM algorithms



Genetics
Numerical Analysis
Applied Probability

Optimization
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Separation of parameter components

From the previous slide, we know that

p∑
i=1

ciφi

ctφ
f
(

ctφ

φi
θi

)

majorizes f (ctθ) at θ = φ.

Useful fact:
The majorizer may be minimized one component θi at a time;

i.e., one p-variate problem becomes p univariate problems.
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An example from the “bag of tricks”: Definition of convexity
Application to transmission tomography

Transmision tomography

Photons are emitted from a source and picked up by an array of
n detectors after passing through an object divided into p
pixels.

di = mean of Poisson number of
photons traveling along path i .
yi = photons picked up by detector i .
li = vector of intersection lengths lij of
the i th path with the j th pixel.

Goal: Estimate attenuation coefficients θj . (Note: p is big!)
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An example from the “bag of tricks”: Definition of convexity
Application to transmission tomography

Transmission Tomography cont’d

Assume a photon traveling along path i has probability
exp(−l ti θ) of avoiding absorption.

The loglikelihood (ignoring constants) reduces to

L(θ) = −
n∑

i=1

[
di exp(−l ti θ) + yi l ti θ

]
.

Since fi(x) = di exp(−x) + yix is convex, use previous trick:

Qφ(θ) = −
n∑

i=1

p∑
j=1

lijφj

l ti φ
fi

(
l ti φ
φj

θj

)

minorizes the loglikelihood at a fixed θ = φ.
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Section Four
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Illustrative example: Finding a sample quantile

What was that caption?

f (x) =
|x−1|+|x−3|+|x−4|+|x−8|+|x−10|

The caption matches this plot:

0 2 4 6 8 10

x

x

x

x

x
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What was that caption?
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|x−1|+|x−3|+|x−4|+|x−8|+|x−10|

The caption matches this plot:

0 2 4 6 8 10

x

x

x

x
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Illustrative example: Finding a sample quantile

How is the plot really constructed?

Instead of f (x) = |x − 1|+ |x − 3|+ |x − 4|+ |x − 8|+ |x − 10|,
replace all the absolute value functions by this function:

−1.0 −0.5 0.0 0.5 1.0

0.
0

0.
2

0.
4

0.
6

The slope is 1− 1
4 on the right and −1

4
on the left.
Result: the 1

4 quantile minimizes f (x).

The 1
4 quantile of {1, 3, 4, 8, 10} is 3.
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 0 (error = 3.0000)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 2 (error = 0.9144)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 5 (error = 0.2865)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 10 (error = −1.295e−3)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 11 (error = −0.649e−3)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 12 (error = −0.325e−3)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 13 (error = −0.163e−3)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 14 (error = −0.081e−3)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

MM in action

0 2 4 6 8 10

Iteration 15 (error = −0.041e−3)

x
x

x

x

x

As convergence nears, the rate is
approximately linear

i.e., error(t + 1) ≈ C × error(t)
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Illustrative example: Finding a sample quantile

Summary

Thank you, Ken!
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